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numpy np
sort tensorflow tf
m tensorflow i layers
tensorflow.examples. tutori -mni i input_data

mnist = input_data.read_data_sets 5 . one_hot=
num_out = 18

tf.placeholder(tf.float.
y = tf.placeholder(tf.int32)

h1l = layers.dense(x,
h2 = layers.dense(x,
out = layers.dense(x, num_out, activation=

loss = tf.reduce_mean(tf.losses.softmax_cross_entropy(onehot_labels: logits=out))
optim = tf.train.AdamOptimi (learning_rate=le
train_op = optim.minimize(loss)

correct_prediction = tf.equal(tf.argmax(out,1), tf.argmax(y.1))
accuracy = tf.reduce_mean(tf.cast(correct_predicti tf.float32))

sess = tf.InteractiveSession()
init = tf.global variables_initializer()
init.run()

num_epoch = 2@
batch_size = 108
num_iter_in_epoch = mnist.train.num_examples // batch_size

i range(num_epoch):
train_cp = []
for _ range(num__ u(h):l
(s, batch_ys = mnist.train.next_batch(10@
sess.run(train_op, d_dict={x: batch )
train_cp += sess.run([correct_prediction CEL batch_xs, y: batch_ys})
h : {} Tr 3 -format(i, np.mean(train cp)))

.format(sess.run(accuracy, feed dict={x: mnist.test.images mnist.

Tensorflow p ©3i6 w Deep Neural Network for MNIST
(version 1 : layers =1 )
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£ numpy np
tensorflow tf
m tensorflow import layers
tensorflow.examples.tutorials.mnist im input_data

mnist = input_data.read_data sets(” {
feature_columns = [tf.feature_column.numeri

8], optimizer=tf.train.AdamOptimizer(le-4), n_clas @, dropou » model dir=

input(dataset):
rn dataset.images, dataset.labels.astype(np.int32)

train_input_fn = tf.estimator.inputs.numpy_input_fn(x= input(mnist.train)[@]}, y=input(mnist.train)[1], num_epochs= » batch_: 188, shuffle=
test_input_fn = tf.estimator.inputs.numpy input_fn(x={" input(mnist.test)[@]}, y-input(mnist.test)[1], num_epochs=1, shuffle-

classifier.train(input_fn=train_input_fn, steps=10608)

accuracy score = classif valuate(input_fn=test input fn)["z

( t

Tensorflow p G0 w Deep Neural Network for MNIST
(version 2 : Estimator =1 )
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10
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[
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=
SRS

train_file <
test_file
train <- h
test <

X <
train[,y]
test[,yl
model - <- h2o

vi{model)|

(train_file)
e(test_file)

(train), y)
rtrain[,y])
est[,y])

X =X, ¥ =Y, training_frame = trai i ion_fr st, distribution = "multinomial™,
activation = "Rectifier”, hidden = « 00 i

H20p ©i0 w Deep Neural Network for MNIST



Hzo Flow~ Cell= Data~ Score~ Admin~ Help~=
Untitled Flow
OB +4+ % =x@aDB o Wr» @
= getModel "mnist_dnn"
) Madel
Model ID: mnist_dnn
Algorithm: Deep Learning
Actions:  £3 Refresh ¥ Predict .. & Download POJC & Download Model Deployment Package (MO0} [ Export Inspect W Delete & Download Gen Model
~MODEL PARAMETERS
% Showall parameters
Parameter Value Description
model_id mnist_dnn Destination id for this model; auto-generated if not specified.
response_column C785 Response variable column.
ignored_columns Names of columns to ignore for training.
hidden 200,200 Hidden layer sizes (e.g.[100, 100]).
epochs 1000 How many times the dataset should be iterated (streamed), can be fractional.
seed -2939008855737205000 Seed for random numbers (affects sampling) - Note: only reproducible when running single threaded.
distribution multinomial Distribution function

*SCORING HISTORY - LOGLOSS
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*TRAINING METRICS - CONFUSION MATRIX ROW LABELS: ACTUAL CLASS; COLUMNMN LABELS: PREDICTED CLASS

L] 1 2 2
967 @ 8 a

Error Rate
8.8831 2 J 978
9.8862 T / 1,124
8.8151 : 15 / 996

9
1
b
981 4 0]
p 8.8868 7 / 1,829
b
1
0]
7
5

4
]

1127 :8 2 ]
]

1 1822 i@

@ = o @ @

943 9.8852 5 / 954
9.8148 12 / 878
08.8032 4 / 1,835
8.8878 8 / 1,826
9.8104 18 / 960
1 2 2 @ ] 5 1 994 98.8119 12 / 1,086

Total | 973 1129 985 16834 ' 052 866 : 1635 1837 i 963 ' 1614 ' 0.6084 ' 84 / 9,088
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@ @ MR -

8
1
1
2
1
]
7
@
[:]

8 2] 1818

@ - w e o o~ o

@ ielw @
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e
1

]
1
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1
T
8 2} 1 2 958
9

e @ e e e o

2
]
1
8
]
]

* VALIDATION METRICS - CONFUSION MATRIX ROW LABELS: ACTUAL CLASS; COLUMN LABELS: PREDICTED CLASS

L] 1 2 2 4 5 6 T 8 9 Error :Rate
L] 97e @ @ 1 e 1 3 1 2 2 8.8162 18 / 980
1 2] 1126 :1 3 e @ 2 2 7 @ 8.8132 15 / 1,135
2 3 1 8932 & 1 1 2 8 & 1 9.8328 22 / 1,022
2 ] @ 1 996 @ e @ 8 3 2 9.6122 14 / 1,018
4 2 ] 5 1 943 : @ 4 3 3 21 8.8397 39 / 982
5 3 @ 1 13 2 852 4 2 13 2 B8.8448 48 / 892
6 5 4 4 1 6 & 931:i@ 1 @ 9.8282 | 27 / 958
T 1 5 9 3 2 e @ 984 :2 12 9.6321 24 / 1,028
8 2 [:] 2 T 2 3 3 [ 545 4 08.6298 29 / 974
9 z b (] 8 7 1 @ 3 5 981 @.8278 28 / 1,889

Total 988 1132 1622 1841 962 864 949 1027 989 1025 0.0269 269 / 10,000

w Deep Neural Network for MNIST R _ * : Confusion Matrix
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H20 is an open source, in-memory, distributed, fast, and scalable machine learning and predictive
analytics platform that allows you to build machine learning models on big data and provides easy
productionalization of those models in an enterprise environment.

H2QO's core code is written in Java. Inside H20, a Distributed Key/Value store is used to access and
reference data, models, objects, etc., across all nodes and machines. The algorithms are
implemented on top of H20O's distributed Map/Reduce framework and utilize the Java Fork/Join
framework for multi-threading. The data is read in parallel and is distributed across the cluster and
stored in memory in a columnar format in a compressed way. H20O's data parser has built-in
intelligence to guess the schema of the incoming dataset and supports data ingest from multiple
sources in various formats.
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H20 is anjopen source, in-memory, distributed, fast, and scalable machine learning and predictive

analytics platform that allows you to build machine learning models on big data and provides easy

Iprnductic:nalizatinn of those models in an enterprise environment.

|H2D'5 core code is written in Java.|lnside H20,

A Distributed Key/Value store

is used to access and

reference data, models, objects, etc., across all nodes and machines. The algorithms are

implemented on top of H2O s [distributed Map/Reduce framework

and utilize the Java Fork/Join

framework fﬂrr'nulﬁ—threading. The data is read in parallel and is distributed across the cluster and

stored in memory in a columnar format in a compressed way. H20O's data parser has built-in

intelligence to guess the schema of the incoming dataset and supports data ingest from multiple

sources in various formats.
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1) Open Source & Based Java

D @ GitHub, Inc. (US) github.com

D @ Git
Firefox A% 7| B Bj== EIDLRL B EHY EOoEE4 E$® EGPU computing E Programming B NeurcEvolution B MZLi= S hadoop S Google Chromel2)2

£ Most Visited @) Getting Started %), rirefox 4B57] BEISA ESDLRL BH9EY EEoE
Pull requests

24 523 E36U computing

B3 Programming B Meurobvolution BJHIZUA S hadoop S Google Chrome(S)= £ Most Visited ) Getting Started
Marketplace Explore

Pull requests Issues  Marketplace  Explore
h2oai / h2e-3 ©wache 355 kS 3263 YRk 1254

O Wach~ | 355 WS 3263 Yo 1254

> Code Pui
Open Source Fast Scalable Machine Learning Platform For Smarter Applications (Deep Learning, Gradient Boosting, Random

Forest, Generalized Linear Mndﬁling il Dgi<|\( Regression, Elastic Net), K-Means, PCA, Stacked Ensembles, Automatic Machine
Leaming (AutoML), .} http//h20a

chemaster>  h20-3 / h20-core

Findfie  Copy path

tomasnykodym 4
prhon  «  hadoop  spark

P 23,083 commits

1702

1 107

Row  Bame Hstoy [ #
sch; master ™ | New pull request

wendycwong PLUEDE meve: metalearner (%

a1.upoatetits;

al 1abel, pred dist, hits):
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2) In Memory

getFram

&8 Frames

O Type ID Rows Columns Size

O B  mnist_train_h2o0 40000 785) 2AMB
! Build Model... ¥ Predict.. &= Inspect

2IMB & L3 | HL w JavaVirtual Machinetr> ¢_w |k
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3) Multi -Threading

CPY e CPU Intel(R) Core(TM) i7-5820K CPU @ 3.30GHz
60= 7+ Ol 2% 100%
ATV TT T TV a T RTAY,
?Hsl._;lj_gds!gas (16%) |‘ ‘l | "‘ ‘." ‘| ‘ llw I‘l | ! H | | ||HH|," |H|I‘ || i I‘{ [
C|~3 0 \ H ‘ ‘ | “ || J | |
=t (RER 1S SRR
|
e AREE AR[I RS AR AR AL
A ' | | |
o|g sl TV 1TV TV TV (WIRLY, 1T TV TTT VO TV
Ikl TRIIRATRUT |"w||" AV TR AT AT ‘H'M"'
Bluetooth PAN l‘ h v | | | N
mz | |
N | J ' | \
l:' ;.IDEIRS‘% Kbps ’ ’ M ‘J | 'Iﬂlil
TV g il T T T v T
E‘ (NB\f’]\glfGeForceGT}(?SDTi A || "“|‘I \ ‘ I‘|IV “ V] | | ll“'p' [ | I"
- WA R
\'

I‘l‘ ““‘I

H
|

TEE0 UK

osE &+ e 3.30GHZ

100% 3.37GHz . !

=

CPU{ &1 =L 100%p [ W thread: 1+ Y |E
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4) Distributed Map/Reduce

H20 platform

( ' ) C
Distributed dataset

pep

2% 3| | H2O platform | 22, kmeans
. Pytho:
= o=
=,
Computation Computation Computation Computation
node node node node
Oxdata
Random Forest, Gradient Boosting Machine, Deep Learning 6

two POy §0Yr Y L m_ , E
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Customer Algorithm
JavaScript F Python ExcelTableau Flow
_f_——i—-————_ - o —
e Network =
— _,_____—'_'_'___,g
Customer
Scala Algorithm

Customer
Algorithm

In-H20 Prediction

Engine

Fluid Vector Frame lob
Distributed K/ Store MRTask
MNon-blocking Hash Map Fark/loin

Spark Hadoop Standalone H20
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JavaScript R Python ExcelTableau Flow
— newx | —
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: : . . Customer
Raplds Expresslon Evaluation Engme Scala Ngﬁrilhm
GLM
GEM
RF In-H20 Prediction Customer
T Lern Engine Algorithm
K-Means
PCA
1
Fluid Vector Frame Memory /| CPU Job
Distributed K/ Store Management MRTask
Mon-blocking Hash Map ||| Fork/loin
Spark Hadoop Standalone H20

Rest API Clients

JVM Components
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;

R user

A

—> h2o_df = h2o.importFile(“hdfs://path/to/data.csv”)

Stepl:R <4 + w h2o.importFile  "Y! 1 Oy.
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Step2 :

r

h2o.importFile()

% J

2.1

R function call

Y oA

~
2.3
| Initiate H20 Cluster
2.2 distributed inges__;____ o :

~

HTTP REST API
request to H,0
has HDFS path

Request
HDFS data from
HDFS

A Rclientw H20 cluster d

A
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3.2

| Distributed H,0 H20 Cluster
3.3 Frame in DKV

R ‘ ' TS : \_

Return pointer
to data in REST
APl JSON
Response

Cluster IP
Cluster Port

3.4

h2o_df object
created in R

S
HDFS
HDFS m provides data

Step3: ' H=L ! HDFSyp$§ W #dA H20Framepr E

Oy.
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H2°_C]] Docs » Data Manipulation View page source

3.20.0.3

J_ Search docs Data Manipulation
DH= ¢4y°p

This section provides examples of common tasks performed when preparing data for machine
learning. These examples are run on a local cluster.

Note: The examples in this section include datasets that are pulled from GitHub and 53.

Uploading a File

Importing a File
Importing Multiple Files
Combining Columns from Two Datasets

= Data Manipulation

Combining Rows from Two Datasets
Fill NAs

Group By

Imputing Data

Merging Two Datasets

Pivoting Tables

Replacing Values in a Frame

Slicing Columns

Slicing Rows

Sorting Columns

Uploading a File

Importing a File

Importing Multiple Files

Combining Columns from Two
Datasets

Combining Rows from Two Datasets

.

Fill NAs

L]

Group By

Imputing Data

Splitting Datasets into Training/Testing/Validating

Merging Two Datasets Target Encoding

Pivoting Tables

Replacing Values in a Frame G Previous Next ©
Slicing Columns

Slicing Rows

Sorting Columns

Splitting Datasets into
Training/Testing/Validating

Target Encoding
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